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Abstract. Electron microscopy is a technique used to determine the
structure of bio-molecular machines via three-dimensional images (called
maps). The state-of-the-art is able to determine structures at resolutions
that allow us to identify up to secondary structural features, in some
cases, but it is not widespread. Furthermore, because molecular interactions often require atomic-level details to be understood, it is still necessary to complement current maps with techniques that provide ﬁnergrain structural details. We applied segmentation techniques to maps in
the Electron Microscopy Data Bank (EMDB), the standard community
repository for these data. We assessed the potential of these algorithms
to match functionally relevant regions in their atomic-resolution image
counterparts by comparing against three protein systems, each with multiple atomic-detailed domains. We found that at least 80% of amino acid
residues in 7 out of 12 domains were assigned to single segments, suggesting there is potential to match the lower resolution segmented regions
to the atomic counterparts. We also qualitatively analyzed the potential
on other EMDB structures, as well as generating the raw segmentation
information for the complete EMDB, for interested researchers to use.
Results can be accessed online and the library developed is provided as
part of an open-source project.
Keywords: Computational biology · Computational protein
structures · Electron microscopy · 3DEM · Segmentation
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Introduction

Structural biology has seen enormous progress in the 21st century, particularly
with the rise of open databases that host three-dimensional models of biomolecular structures. On one hand, we have the Protein Data Bank (PDB)
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[7] that hosts over 150,000 atomic-detailed structures of proteins, DNA and
RNA. Most of the structures deposited in PDB correspond to relatively small
bio-molecular complexes. A second database, the Electron Microscopy Data
Bank (EMDB) [16], focuses on three-dimensional models created from electron
microscopy (3DEM), which can power the imaging of larger macro-molecular
complexes that have been historically deposited in the PDB. Very signiﬁcant
structures have been identiﬁed thanks to 3DEM [19,20,32].
Because protein interactions actually happen at the atomic level, ideally we
want EM maps to give us atomic details so that we can do functional analysis by just using this type of image. In [24] the authors were able to generate a
reconstruction with a resolution of 3.5 Å that allowed them to create an all-atom
model. Even when there have been steady improvements on attainable resolutions over the years, this level of detail is not widespread. A gamut of computational techniques are often applied to be able to obtain details that go beyond
the density envelope that EM maps provide. Hybrid approaches have been used
to extract ﬁner-grain details out of EM maps up to 10 Å [18]. Techniques like
these have been applied to shed light into the organization of proteomes, for
instance [6]. The ﬁeld of Electron Microscopy ﬁtting deals with ﬁnding atomiclevel details based on existing high-resolution structures that match EM maps
[8,10,28].
Even if we are not able to identify all atoms in a map, other structural
elements and annotations can also be useful, for functional analysis purposes. For
example, the architecture and helical regions of 26S proteasome were determined
this way in [5]. Annotations directly on density maps have shown previously
unknown interactions in complexes [11]. A signiﬁcant number of algorithms and
tools have been developed to identify secondary structure elements [2,3,12–14].
More recently, de novo modeling of proteins has also been applied to EM maps
[26].
Segmentation is another technique used to identify structural features in
maps. The basic notion here is to divide EM maps into density regions that
should match individual protein structures, or functionally relevant sections,
like domains. Some automated techniques that assume the knowledge of the
components, or the symmetry of the complexes have been previously developed
[4,27,33]. Atomic models are not always available for the maps under study and
we also need to deal with the added complexity of images in more complex,
environments, that can lead to lower resolution images [21].
In this work, we study the potential to identify functionally-relevant regions
in 3D Electron Microscopy maps by applying automated segmentation. Our goal
is not only to approximate near-atomic features but, more in general, to identify
structural hot-spots within maps that can later be mapped to larger images.
Through the open-source library we have developed for this work, we aim to
provide a way to both visually and analytically study EM maps. We apply these
techniques to all the structures currently in the EMDB and show sample cases
that highlight the potential of this type of method. As noted in [21], trying to
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bridge the gap between cellular and molecular structural data is key for the ﬁeld
to advance.

2
2.1

Methods
Watershed Segmentation

Our segmentation method uses the immersive watershed transform to generate
region labels as a ﬁrst step, then we perform region grouping with scale-space
ﬁltering as proposed in [22]. This approach is useful to reduce over-segmentation
as reported by authors.
The watershed algorithm can be understood following the same analogy presented in [31]. Consider EM map densities as a topographic surface as seen in
Fig. 1, where holes are pierced at surface local minima to let water ﬂood basins.
If each voxel located in a catchment basin would merge with water coming from
diﬀerent local minima, a dam is built to separate water from diﬀerent regions.
At the end, each resulting ﬂooded region is separated by built dams, also called
watershed lines, which coincide with surface local maxima.

Fig. 1. Representation of watershed process with A as catchment basins, B as watershed lines and C as local minima (conceptual illustration inspired by [31]).

We take the additive inverse of an EM map as the topographic surface,
regarding higher densities as surface local minima. Thus we get watershed regions
surrounding higher density locations, separated by lowest surface densities. A
ﬁxed connectivity of 26 voxels is used in each dimension to connect neighbors in
the process of assign adjoin voxels to the same region.
2.2

Scale-Space Grouping

Region grouping is performed by progressively smoothing the EM map using a
Gaussian ﬁlter. This concept was introduced in [35] and is called scale-space
ﬁltering. Scale-space representation L(x, y, z; σ) ∈ R3 × R+ of an EM map
f (x, y, z) ∈ R3 is deﬁned scale-space representation L(x, y, z; σ) ∈ R3 × scalespace representation L(x, y, z; σ) ∈ R3 × R+ of an EM map f (x, y, z) ∈ R3
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is deﬁned as and is called scale-space ﬁltering. The scale-space representation
L(x, y, z; σ) ∈ R3 × R+ of an EM maaf (x, y, z) ∈ R3 is deﬁned as
L(x, y, z; σ) = (f ∗ g)(x, y, z; σ),

(1)

where σ ∈ R+ controls the variance of the Gaussian kernel g(x, y, z; σ) ∈ R3 ×R+ ,
deﬁned as
 2

1
x + y2 + z2
g(x, y, z; σ) =
exp
−
.
(2)
3
2σ 2
σ 3 (2π) 2
In order to group regions, an initial local maxima point set is computed from
original EM map. Then, each initial local maxima point is successively moved
up to the local maxima of a subsequent smoothed scale corresponding to the
steepest ascent in terms of density intensity, as shown in Algorithm 1.
The process of Scale-Space ﬁltering produces an EM map for each step
with progressive attenuation of energy on higher density locations. Thus, computed local maxima of a succeeding step in the Scale-Space representation would
replace several local maxima of a current step. After N number of smoothing
steps, resulting local maxima points having the same coordinates in space would
merge into a new region.
Parameters used for segmentation and grouping follow the same approach
presented in [22]. The number of steps N controls how many steps of Scale-Space
grouping are performed. Smoothing step size S regulates how much smoothing is
achieved at each step. A density threshold level deﬁnes the structure contour to
be segmented and also aﬀects the isosurface generated by the Marching Cubes
algorithm.

Algorithm 1. Space-scale grouping of watershed regions of segmented EM
map

1
2
3
4
5
6
7
8
9

Input : Watershed segmented map
Input : Collection of successively smoothed maps
Input : Steps
Output: Grouped regions
N ← Steps;
M ← Watershed segmented EM map;
S ← Collection of successively smoothed maps;
L ← Collection of local maxima of M ;
for i in N :
for p in L :
B ← Collection of local maxima of S for corresponding i;
Replace p with the steepest local maxima in B respect to p;
Find duplicates in L and merge corresponding regions into new one;
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Marching Cubes and Isosurface Generation

Marching cubes is a reference algorithm for isosurface reconstruction from sampling data. Several optimizations have been proposed to extend the basic approach, improve its performance and solve ambiguities. Our method relies on an
eﬃcient implementation of Marching Cubes algorithm proposed in [17]. Isosurface visualization of protein structures is essential to later identify segments
enclosed in the three dimensional space of an EM map.
2.4

Library Design

The created library is composed of the following Python modules: processing,
visualizer, reader and molecule. The processing module object contains
watershed and space-scale implementations. Later, the visualizer module
object implements main methods exposed to the user, namely, segmentation,
show and show atom matching. The reader module object implements read
function to read map ﬁles from disk and returns created map object.
Our library supports GPU accelerated visualization by using Glumpy [25]
which is a fast and scalable open source library that takes advantage of the
computational power of GPU through OpenGL.
In this work we show the eﬀectiveness of open source scientiﬁc Python
libraries such as Scikit-image, Biopandas and Numpy [23,30,34]. At the same
time, we identify potential areas of improvement that will allow us, in the future,
to augment them with custom features to scale up our system.
2.5

Validation Data Set

In order to determine the potential to identify structurally relevant regions
through segmentation, we used three protein systems from a data set previously
identiﬁed as suitable for the analysis of algorithms related Electron Microscopy
map ﬁtting [1]. The data set focuses on proteins for which we have both lowresolution EM maps but also there is an atomic level Protein Data Bank structure that matches the map. While we are not directly tackling the EM-ﬁtting
problem in this study, the data set is still very much valid for our purposes. In
particular, the fact that the authors have divided each of the protein systems
into regions, using PDB structures, allows us to compare the segments that our
library generates with the annotated domains. Intuitively, if each of the segments
that we generate has a high overlap with the domains identiﬁed in that study,
then the structural correspondence that we propose is valid. Table 1 summarizes
the characteristics of the data set.
In addition to testing against these controlled protein systems we have also
run the segmentation over two larger macro molecular structures to illustrate
how promising the methods are at identifying not only structural regions within
isolated proteins, but also in large complexes. For this purpose we have analyzed
EMDB ID: 1048 and EMDB ID:2596.
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Table 1. Validation data set metadata
EMDB ID PDB ID Units Residues Description

3

1010

1GQE

4

362

Release Factor (RF2)

1364

1FNM

5

655

Elongation Factor G (EFG)

5017

1N0U

3

654

Elongation Factor 2 (EF2)

Results

Our method validation is based on the comparison between computational and
biological segments. While the computational ones are obtained applying the
methods described in Sect. 2, the biological segments are more diﬃcult to come
by. As we have described in Sect. 2.5, we have used a previously derived deﬁnition
of domains in a protein. In general, domains are regions within a protein that
have been conserved through evolution for a good reason, be that structural,
functional, etc. Our premise is that segmentation algorithms that are able to
closely predict the matching between computational and biological segments
can allow us to better understand the diﬀerent sections in a macro-molecule.
3.1

Atomic-Detailed Validation

Figure 2 shows the structural baseline for our detailed analysis. The wireframe representation shows the density envelope identiﬁed using the authorrecommended contour level to create isosurfaces that resemble the true volume
of the protein. In bright green we can see the ribbon representation of the protein
backbone, which is important to determine the rough high density regions that
should be expected to be identiﬁed. However, the knowledge of the backbone
does not tell us on its own what biological sections we are supposed to target.
For that, we ﬁtted each of the domains (as found in [1]) using a method developed by the authors that uses Markov Random Fields to generate candidate
alignments1 .
The ﬁtted structures, shown in separate colors for each domain become our
validation targets. We assessed what fraction of the residues were assigned to
diﬀerent segments, per domain. The theoretical ideal result is for every residue to
be assigned to a single segment. We tackled this problem from both quantitative
and qualitative angles.
Quantitative Results. Table 2 shows our way of quantitatively determining
how well the segments generated for EMDB ID: 1010 matched the domains.
In this particular case, the results mostly meet our expectations. Two of the four
1

This method is based on the combination of physico-chemical, shape and cross correlation features between each of the domains and the EM map. This work is not
part of a stand-alone article as of this writing.
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Fig. 2. EM maps in the data set aligned to the C-α trace (bright green) and a candidate ﬁtting of the domains in each protein system (individually colored). Each label
corresponds to the EMDB ID for each map. (Color ﬁgure online)

domains, B and D, are matched to a single segment, as well as 94.12% of residues
in A. C has a slightly worse result since 16.48% of residues are not assigned to
a single segment, but it can still be considered promising2 . The drawback with
EMDB ID: 1010’s results is that we should have identiﬁed 4 segments, as
opposed to 3. That suggests that there is some density noise that we cannot
overcome that yields two regions that should be separate to become a single
one.
Table 2. Segment matches for EMDB ID 1010. The All row summarizes the overall
assignment. The remaining rows show the per-domain assignment
Domain Segment Percentage (within domain) Residues Assigned

2

All

1
3
2

31.22%
46.96%
21.82%

113/362
170/362
79/362

A

1
3

94.12%
5.88%

112/119
7/119

3

100.00%

99/99

C

3
2

16.48%
83.52%

15/91
76/91

D

3

100.00%

45/45

Note that for 1010 there are 8 missing residues, observed in the C-α trace but not
the PDB with all atomic details. They are ommitted for analysis purposes.
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Similarly, Table 3 summarizes the matches found for EMDB ID: 1364. In
this case we can claim successful results for domains A, D and E, since they
were mostly assigned to a single segment (82.87%, 95.52% and 98.61%, respectively). However, domains B and C are more evenly distributed across multiple
segments, which is not the desirable outcome. As we will see in our qualitative
analysis, there is a region where densities are more diﬃcult to diﬀerentiate. We
can also observe that we are identifying one less segment than we should. There
are 5 domains in this protein but we are only generating 4. This can also explain
the diﬃculty in assigning clear-cut segments.
Table 3. Segment matches for EMDB ID 1364. The All row summarizes the overall
assignment. The remaining rows show the per-domain assignment
Domain Segment Percentage (within domain) Residues Assigned
All

4
3
1
2

11.45%
16.95%
49.92%
21.68%

75/655
111/655
327/655
142/655

A

4
3
1

1.20%
15.94%
82.87%

3/251
40/251
208/251

B

4
3

60.50%
39.50%

72/119
47/119

C

3
1
2

30.38%
53.16%
16.46%

24/79
42/79
13/79

D

1
2

4.48%
95.52%

6/134
128/134

E

1
2

98.61%
1.39%

71/72
1/72

The last case analyzed was EMDB ID: 5017. As Table 4 reﬂects, this was
the most challenging case from a quantitative point of view. The best match
obtained corresponded to domain C with 64.79%, but A and B are generally
split between two segments. On the ﬂip side, this case correctly identiﬁed that 3
segments were needed to have a correct matching of domains. We will discuss in
the qualitative analysis why this protein structure could have behaved this way.
Qualitative Results. The previous section had the purpose of providing a
non-subjective metric that would shed light in terms of whether or not a large
portion of residues were assigned to expected segments. We can argue that just
looking at proportions is not enough to determine how good the assignment was.
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Table 4. Segment matches for EMDB ID 5017. The All row summarizes the overall
assignment. The remaining rows show the per-domain assignment
Domain Segment Percentage (within domain) Residues Assigned
All

2
1
3

46.48%
32.42%
21.10%

304/654
212/654
138/654

A

2
1
3

44.35%
40.65%
15.00%

204/460
187/460
69/460

B

2
3

43.90%
56.10%

54/123
69/123

C

2
1

64.79%
35.21%

46/71
25/71

As we have stated in this work, the actual 3D structure of proteins is crucial
to determine how well they function. Thus, a presumably good match of 80%+
that misses the key 20% of a protein is not necessarily the best result.
To complement the quantitative arguments made before, Fig. 3 shows the
colored assignment of EM map regions to segments, made by our library. We
contrast this against the ﬁtted structures shown in Fig. 2. Based on the results
obtained in the quantitative analysis, we assessed three elements. First, are the
domains with majority single-segment assignments consistent with the expected
structure? Second, are there clues as to why the algorithm identiﬁed one fewer
segment for EMDB ID: 1010 and EMDB ID: 1364? Finally, for the domains
with unclear assignments, is there any structural reason that may explain them?
The general 3D structure of EMDB ID: 1010 from Fig. 2 can be summarized as two separate domains on the left (yellow) and right (cyan) and two
others that are tightly coupled between them (purple and orange). From that
point of view, it is not unexpected that the algorithm identiﬁed only 3 segments,
assuming that the main diﬃculty was separating the link domains. If we look at
the segmentation from Fig. 3 we see that the overall left and right domains are
captured by the blue and yellow segments. It appears as if the orange domain (in
Fig. 2) corresponds roughly to the red segment in Fig. 3, which is encouraging.
We do see that all segments over extend, which could be an artifact of the space
scale ﬁltering applied. We need to remember that the surfaces here are based on
contour values that are suitable to convey the actual shape of the proteins, but
the EM maps contain density in surrounding voxels too and there is no guarantee that at the contour level we used there is no noise. The two parts in the red
segment are particularly interesting when compared to the ﬁtted structure. The
EM map, at the recommended contour, shows a gap not ﬁlled by the C-α trace
in Fig. 2 which could back the idea that we’re dealing with a noisy region.
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Fig. 3. Segmentation applied to EMDB ID 1010, 1364 and 5017 as detailed in Sect. 2.
Every color represents an individual segment identiﬁed. The top row shows only the
segments, for clarity, while the bottom row adds spheres to highlight the C-α atoms.
Those atoms are expected to be slightly shifted due to small adjustments done to
contour thresholds in the segmentation (Color ﬁgure online)

For EMDB ID: 1364, Fig. 2 shows a big domain on the top right corner of
the structure that is segmented into multiple ones (as opposed to just a single
one). This particular problem is less troublesome than some of the aspects found
for EMDB ID: 1010. Reﬁnement of segment assignments that are supposed to
be one can be performed as a post-processing step. On a more critical note, there
are 2 red segments in Fig. 3, but it is possible that the top one should have been
colored yellow. Making that change should have mostly captured the structure,
starting from the bottom of a red domain, followed by blue and then yellow
(with some over extension of the red segment, though). Even though this case
shows better metrics than EMDB ID: 5017, discussed below, it is arguably
the most challenging structurally.
Finally, in the case of EMDB ID: 5017 the overall coloring of the lower
segments is not incompatible with the purple and yellow domains, in the ﬁtted
structure. We can argue that the lower left section should indeed have been
colored red, and the lower center section should have been all blue, albeit with
higher precision required to diﬀerentiate where the red section ﬁnished and the
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blue started. The main issue in this complex though comes from domain A,
which is signiﬁcantly larger than the other two. As it was the case for EMDB
ID: 1364, the problem here is that a single domain was broken up into multiple
segments. Post-processing could solve this in a later iteration of our algorithm.
For the purposes of this study, we tried multiple thresholds for the parameters
that could be tuned and the results were similar, in every case. Note that, as
it was the case for EMDB ID: 1010, there is a region in the wire frame that
does not correspond to our reference C-α trace, which could also be a factor in
the less accurate segmentation.
There are two key takeaways from our qualitative analysis. First, even though
we applied space scale ﬁltering, that did not solve all the problems related to
integrating multiple segments into one, when that was expected. Second, there
is clear over extension of some segments into small areas that they should not,
and it could be due to noise spreading from one region to the other. Even with
these two areas to improve that we identiﬁed, the results are generally good. The
segmentation of these types of density maps could generate a very large number
of segments, which makes it very diﬃcult to then map domains of the size that
we are testing in this study. Furthermore, there are regions in each map where
there is clear correspondence between both ﬁtted structures and segments, which
shows the promise of the approach.
3.2

Large Macro-molecule Segmentation

The three protein systems studied are useful for detailed analysis because there
is atomic-level information throughout the structure. The more complex macromolecules do not necessarily have that type of information available in databases,
to serve as a larger scale evaluation target.

Fig. 4. Segmentation applied to EMDB ID 1048, 2596 as detailed in Sect. 2. Every
color represents an individual segment identiﬁed. EMDB ID 1048 is an image of bacteriophage T4 baseplate while EMDB ID 2596 is a 26S proteasome structure (Color
ﬁgure online)
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Fig. 5. Sample segmentation result from alpha release of EM-SURFER (http://
emsurfer.tecdatalab.org/result/0185). The 3D section shows images generated by our
library.

Even though we cannot provide rigorous analysis about the quality of the
segmentation applied to large-scale macro-molecules, we applied the algorithm
to two sample systems that are both interesting biologically but also have much
larger scale. Figure 4 shows the segmentation results for EMDB ID: 1048 and
EMDB ID: 2596. The former is the structure of bateriophage T4 baseplate,
which is a virus that infects Escherichia coli [15]. This structure is in the range
of hundreds of nanometers. The latter structure, a 26S proteasome, is in charge
of breaking down proteins [29].
The results obtained are sensible and resemble some ﬁtted results referenced
in the EM Data Bank. This path towards the validation of segmentation for
larger structures is one that we want to explore further in the future.
3.3

Online Results

We have generated segmentation results for maps in the Electron Microscopy
Data Bank, which can be accessed as part of an alpha release of the latest
version of EM-SURFER [9], an EM map search engine that relies on the fast
comparison of structural features. Figure 5 shows a screen shot of a sample result
generated for EMDB ID: 01853 .

4

Conclusions

In this work we have shown the potential to match biological domains to computationally derived segments using watershed segmentation with space-scale
3

The production version of EM-SURFER is hosted at http://kiharalab.org/em-surfer.
An example result from our alpha release of the latest version, that includes segmentation results, can be accessed at is available at http://emsurfer.tecdatalab.org/
result/0185.
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grouping. Our methods represent a valid approach to elucidate what regions in
an EM map correspond to relevant regions in proteins. We have ﬁrst evaluated
this by analyzing three protein systems in detail, where we have both the atomicdetails and the EM maps, which allowed us to do a thorough validation. We have
also evaluated much larger macro-molecular structures to assess the potential to
apply our methods to large scale problems.
As discussed in the Results section, we have identiﬁed areas where results
can be reﬁned. Those revolve mainly around the decision to integrate or break
apart density clusters, but not to an extent that diminishes the positive results
obtained.
As part of our work, we oﬀer the community a library that is accessible
as an open source project, which contains both the algorithms and visualization
features to reproduce our results (github.com/tecdatalab/biostructure). Furthermore, we publish our segmentation results online through a new version of EMSURFER.
Acknowledgements. Funded by the Vicerrrectorı́a de Investigación y Extensión at
Instituto Tecnológico de Costa Rica.
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